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Abstract— In order to be viable for use in communication and
radar systems, wideband beamforming requires the calculation of
filter coefficients to be performed quickly so as to avoid undesir-
able latency in the system. This paper provides a quick introduc-
tion to the method of least-squares wideband beamforming and
discusses the use of General Purpose computation on Graphics
Processing Units (GPGPU) for acceleration of the computations
associated with it. Through a simulation case study the authors
demonstrate both the computational advantages offered by the
use of GPGPU in wideband beamforming applications and the
increasing ease with which GPGPU can be used.

I. INTRODUCTION

Driven by an ever-increasing demand for bandwidth and
raised performance requirements, more and more processing
power is expected of modern electronic systems. Digital
processing in modern systems is increasingly undertaken by
software based computing. However, for ultra large bandwidth
(say, 500 MHz), hardware based real-time processing (on the
fly) is still irreplaceable at present. A well designed system
should combine powerful hardware with flexible software.
Recently we have seen successful applications of General
Purpose computation on Graphics Processing Units (GPGPU)
in conducting highly computational tasks. This new approach
has opened new possibilities for designers and we believe
modern electronic system architectures will be influenced
dramatically in the near future. Take wideband beamforming
as an example, the overall digital processing can be partitioned
into two parts: real-time processor using Field Programmable
Gate Arrays (FPGAs) and beam pattern synthesizer using an
embedded computer.

Beamforming for communications and radar applications is
very similar in concept to beamforming using acoustic arrays.
In [1] a system in which acoustic beamforming is aided by
the use of GPGPU is described. The key difference between
the work done in [1] and this paper is that here the authors
intend to focus on wideband beamforming which is a more
computationally demanding case. The utilization of GPGPU
in this case is intended to bring the computational time down
so that the least-squares wideband beamforming algorithm
might be implemented in soft real-time. The authors also
seek to expose readers to the increasingly approachable topic
of GPGPU by demonstrating how their work was completed
using high-level programming tools such as MATLAB and
Jacket.

The remainder of this paper is organized as follows. In
Section II background information regarding beamforming
and graphics processing units is provided. In Section III the
hardware and software utilized by the authors is discussed and
an overview of the simulation and its results offered. Section
IV will describe future topics to be explored and some closing
remarks offered in Section V.

II. BACKGROUND

A. Beamforming

Beamforming is the process by which phase shifts are
introduced to an array of antennas in order to achieve a
desired beam pattern. An example of a time-domain processing
beamformer can be seen in Fig. 1. The sampled signal from
each antenna is filtered then combined to determine the output
signal. By varying the weights for each branch we can increase
or decrease the strength of signals arriving from different
angles. The application of the weights is done using the filters
shown in the larger ”Wideband Beamformer” block [2]. We
define the output of the beamforming system y (t) as [3]:

y (t) = wHx (t) (1)

where x (t) is a vector containing the samples taken over
J time intervals from each of the M antennas in the array
( JM×1). The weight vector w is of the same length and format
as x (t).

x (t) =


x0 (t)

x1 (t− Ts)
...

xJ−1 (t− (J − 1)Ts)

 (2)

xi (t− iTs) =


x0 (t− iTs)
x1 (t− iTs)

...
xM−1 (t− iTs)

 (3)

w =


w0

w1

...
wJ−1

 (4)



Fig. 1. Time-Domain Processing Beamformer [2]

Fig. 2. Example Wideband Beam Pattern

wi =
[
w0,i w1,i · · · wM−1,i

]T
(5)

By varying the weights we can create an antenna pattern of
our own design [3]. Fig. 2 shows an example of a wideband
beam pattern designed using the simulations discussed later in
this paper. It can be seen that the main beam is constant over
the entire frequency range. The calculations associated with
beamforming become more complex as the system bandwidth
and number of channels increase.

B. Least-Squares Fixed Wideband Beamforming

Several methods exist for optimization of a fixed wideband
beam pattern. The least-squares method was chosen because
it can offer a closed form solution to the problem. This can
also be accomplished using an eigenfilter approach although
this method will not be considered here [3].

The goal of the least squares approach is to minimize the
sum of the squares of error between the desired beam pattern
and the one designed [4]:

min JCLS =
N−1∑
n=0

K−1∑
k=0

∣∣wT s (Ωn, θk)− wT s (Ωr, θk)
∣∣2

+β
∑
θk∈Θs

∣∣wT s (Ωr, θk)
∣∣2

subject to wT s (Ωr, θr) = 1

(6)

Here JCLS is the cost function. s (Ωn, θk) describes the
steering vector over the designed beam pattern and s (Ωr, θk)
is the reference steering vector. The steering vectors are
column vectors with a format similar to that of xi.

The separate summation which is multiplied by β represents
the side lobes with β representing the trade-off factor. Ω is the
normalized frequency range and θ the range of angles over
which we are forming our beam.

The constraint wT s (Ωr, θr) = 1 is where we define the
magnitude of the main lobe to be 1. We can simplify this
equation by defining a new variable Q [4]:

min JCLS = wTQw

subject to s (Ωr, θr)
H w = 1

(7)

Q =
N−1∑
n=0

K−1∑
k=0

Re
{

(s (Ωn, θk)− s (Ωn, θk))

(s (Ωn, θk)− s (Ωn, θk))H
}

+β
∑
θk∈Θs

Re
{

s (Ωr, θk) s (Ωr, θk)H
} (8)

If we now define two more variables:

C = [s (Ωr, θr)R , s (Ωr, θr)I ] (9)

and

f = [1 0]T (10)

such that:

CTw = f (11)

knowing that s (Ωr, θr) is complex-valued we can see that
proper calculation of the weight vector leaves only the real
part of the steering vector. With these variables defined we
can express our problem as [4]:

JCLS = wTQCLSw
subject to CTw = f

(12)

This problem has a closed form solution for the weights
which is given by:

w = Q−1C
(

CTQC
)−1

f (13)

The above closed form solution is expressed in terms of
matrix and vector operations. This type of format is ideal for



parallelization and consequently is the focus of our GPGPU
work. The calculation of Q, C, and permutations thereof as
well as the final calculation of w were all performed on the
GPU.

Since the purpose of the simulations described in this paper
is to quickly calculate the weight vector and nothing else
it is assumed that all parameters required to describe the
desired beam pattern and perform the optimization are already
predefined.

C. GPGPU

General Purpose computation on Graphics Processing Units
or GPGPU is the practice of utilizing the highly parallel nature
of a graphics processing unit (GPU) to perform non-graphics
related processing. Because of the nature of its application a
GPU must be capable of performing many parallel compu-
tations quickly. Normally these computations are simple and
numerous. To handle this demand the GPU features far more
arithmetic logic units than a conventional CPU. This allows for
less cache memory as the volume of concurrent computations
compensates for the memory latency [5].

As the architecture of GPUs becomes more sophisticated
it becomes easier to utilize them for other applications. The
release of such architectures as NVIDIA’s Compute Unified
Device Architecture (CUDA) made it easier for a wider range
of programmers to take advantage of the GPU. CUDA allowed
users to be able to program algorithms to be directly run on
the GPU in the C programming language [6]. Fig. 3 shows
the general CUDA programming model. We can see that for
a general C program the serial code would be run on the
CPU (Host) while the parallel code could be run on the GPU
(Device) [5]. Since the release of CUDA there have been many
other developments including software to allow for the use of
GPGPU in higher level environments such as MATLAB. Such
software will be discussed more in Section III of this paper.

III. EXPERIMENT AND RESULTS

A. Hardware

The Wireless Networking Systems Laboratory at Tennessee
Technological University currently utilizes a system featuring
a Xeon processor, 4 GB of memory, and a Tesla C1060 GPU
by NVIDIA. The lab also possesses several systems with
GeForce 8800 graphics cards. The GeForce systems were used
for the initial evaluation of the viability of the use of GPGPU
in our work. The more powerful Xeon system is the platform
used for all simulations discussed in this paper.

B. Software

Utilization of the GeForce GPUs was done using GPUmat
and MATLAB. GPUmat is a freeware library developed by
the GP-you Group. This software is designed to work with
MATLAB to allow use of GPU computing in a high-level
programming environment [7]. GPUmat does this by creating
MEX files which allow for functions written for use with the
GPU to be called directly from the MATLAB environment

Fig. 3. Heterogeneous Programming using GPU [5]

[7],[8]. This allows the user to take advantage of GPGPU com-
putational power without the necessary knowledge to program
the GPU directly. Using this software, the authors created a
GPGPU enabled version of their least-squares beamforming
code. Although there was some initial speed-up encountered,
the authors quickly found several limitations to GPUmat
including a lack of support for the mldivide function in
MATLAB. This limitation on available functions meant that
the current version of GPUmat would not be sufficient to meet
our needs.

The next step was to begin work with MATLAB 2010b
which offers support for GPGPU programming. While this
release of MATLAB did have more GPU compatible functions
it still had some limitations, most prominently the indexing of
GPU variables [9]. This made further optimization of the least-
squares simulation difficult and led the authors to seek other
options to further decrease computation time.

The most current software utilized by the authors is Jacket
by Accelereyes. This software package features a larger library
of GPU supported functions and the possibility of support for
multiple GPUs. This package has shown the most promise
for accelerating the necessary calculations and is the software
used for all simulations which are discussed in this paper.



C. Testing

The initial work began with a previously written simulation.
This simulation was too slow although still functional. It was
written so that it ran entirely on the CPU and was not written
with optimal computation time in mind. This code was refined
several times to try and reduce the computation time without
the GPU. This allowed us to compare a best case version of
the CPU code against the best case GPU code. These initial
optimizations included replacing the matrix inverse function in
MATLAB with the mldivide function which, for a 32 antenna
problem, shortened the computation time from approximately
14.5 seconds to 7 seconds.

Once this was complete the authors again used the MAT-
LAB profiler to target the bottlenecks in the code. Each one
was examined individually to determine its suitability for
calculation on the GPU. It should be noted that there is always
time required for the transfer of the kernel and data from the
system memory to the GPU memory. Because of this it is not
always beneficial to perform calculations on the GPU. Unless
the number of calculations is sufficiently large more time will
be spent moving the data than it would take to process it in
the CPU.

The long term goal of this project is to develop a fast and
reliable method of calculating channel weights so as to form a
desired beam pattern. With this in mind we need the GPGPU
system to be capable of handling this task for a large number of
channels within approximately one minute. The choice of one
minute was made by the authors as an estimate of acceptable
delay in the response of the overall system to the demand of a
new beam pattern. Given a specific application and/or system
this time constraint will need to be modified accordingly.

A series of simulations were run using only the CPU with
MATLAB as a basis for comparison against our GPGPU
results. The same simulations were then run utilizing a version
of the code which had been modified to run partially on the
GPU. The results of these simulations can be found in the
following subsection of this report.

D. Results

In order to compare the two methods of calculation each was
performed 10 times for each number of antennas. The number
of antennas varied from 16 to 64 in steps of 8. The mean
computation time was calculated and plotted and can be seen
in Fig. 4. Error bars were added representing the maximum
and minimum values for each number of antennas. It should
be noted that the variation in time was so low that the error
bars are barely visible on many places in the graph. This helps
to illustrate just how much of an improvement in computation
time can be realized using GPGPU because it helps establish
the reliability of the results. It should also be noted that these
computation times include loading a mat-file with all of the
necessary variables and the computation of the closed-form
solution for the weights.

It can clearly be seen that the times recorded fall well
below the time constraint of 60 seconds. This case study
shows how easily GPGPU can be utilized. As stated before the

Fig. 4. Comparison of Computation Times for GPGPU and CPU Simulations

original code was not written for optimal performance, only
results. After moving a portion of the program to the GPU
we experienced a speed up of as much as 80%. What makes
this even more impressive is the fact that the simulations were
performed in a high level environment such as MATLAB. Such
results suggest the use of GPGPU has become more accessible
even to those not familiar with programming directly in
CUDA.

IV. FUTURE WORK

A. System Integration

The ultimate goal of this work is to produce a means
by which to quickly calculate the weights associated with
wideband beamforming with the next step being to combine
it with a system which can utilize those weights. There is on-
going work to develop a real-time, multiple-input, multiple-
output (MIMO) radar system at Tennessee Technological
University. A block diagram of a look-up table based wideband
beamforming system is given in Fig. 5. The block labeled
”Coefficient Generator” would be where a GPGPU powered
system would fit. Work on system integration will be on-going
as the beamforming testbed is developed.

B. Convex Optimization Based Beamforming

The work presented in [10] shows us that it is possible
to approach wideband beamforming as a convex optimization
problem. By defining a beamforming problem as a convex
optimization problem we can take advantage of numerical
techniques such as interior point methods to find optimal
solutions [11]. Once the problem has been put in this form
it can be easily solved using software packages for MALTAB
such as CVX and SeDuMi. In their current form these software
packages are not optimized to be run on GPU. In order to
proceed with this method of calculating the weight vector a
new program will have to be written to take advantage of any
parallel computations in the algorithm.



Fig. 5. Look-Up Table Based Architecture for Wideband Beamforming [10]

V. CONCLUSION

The results of this case study show the tremendous potential
for using GPGPU for applications such as wideband beam-
forming. The nature of the least-squares algorithm makes it a
suitable match for parallelization with GPGPU and the case
study proves that significant decreases in computation time
can be acheived with this technique with speed-ups as high as
80%. Because this simulation was performed at such a high
level and because more techniques exist than were addressed
in this paper there is reason to spectulate that more impressive
results might be obtained. With a variety of hardware and
programming choices it seems likely that the GPU will see its
role increase in future systems.
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